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In 1994, when Peter Shor announced his famous algorithm for factoring integers in polynomial time
using a quantum computer, it wasn’t obvious whether history would look back on the discovery as a one-off
event, or as the beginning of a broad exchange of ideas between quantum physics and theoretical computer
science. But almost twenty years later, we know the answer: fruitful interaction between quantum physics
and TCS is now an everyday reality for researchers in both fields. In one direction, theoretical computer
scientists now often use quantum (or “quantum-inspired”) techniques, intuitions, and hardness assumptions
even when addressing purely classical questions about computation [11]. In the other direction, even areas
of quantum physics that might seem far removed a priori from quantum computing and information, have
been increasingly affected by results from TCS, and more generally by the TCS way of thinking. This report
will focus on the latter direction, giving three case studies to illustrate it.

Black Hole Firewalls and Computational Complexity. We start with a particularly dramatic
example. One year ago, a debate erupted in the string theory and quantum gravity communities about the
so-called “firewall paradox” of Almheiri et al. [4]. (The debate, which is still going strong, was recently
the subject of a long New York Times article by Dennis Overbye [15].) Very briefly, the firewall paradox is
a modern version of the original black-hole information puzzle proposed by Stephen Hawking in the 1970s,
about what happens to information dropped into a black hole. On the one hand, if the information just
disappears forever, then we violate unitarity, which is a central postulate of quantum mechanics. On the
other hand, if the information comes out (say, when the black hole slowly evaporates by emitting Hawking
radiation), but it also falls inexorably toward the singularity, then we seem to violate quantum mechanics’ No-
Cloning Theorem. Decades of discussion of this puzzle, together with the so-called AdS/CFT correspondence
from string theory, eventually led most physicists to a view called black-hole complementarity. According to
this view, the interior of a black hole, as described by classical general relativity, becomes in quantum gravity
merely a sort of “scrambled re-encoding” of the degrees of freedom outside the event horizon; it loses any
independent existence. So in particular, observers outside the black hole can simply ignore the interior, and
describe infalling qubits as getting “pancaked” across the event horizon, then emitted as Hawking radiation
perhaps 1070 years later as unitarity demands.

Now, what Almheiri et al. [4] pointed out last year was that complementarity leads to an apparent
paradox of its own. Namely, they argued that if we consider an “old” black hole (one that’s already
radiated away at least half of its qubits), then in principle, one could radically and “nonlocally” change the
experience of someone inside the event horizon, solely by applying a suitable unitary transformation to the
Hawking radiation outside the horizon. (Indeed, the simplest possibility would be that the infalling observer
would just disintegrate immediately at the horizon, a situation that Almheiri et al. dubbed a “firewall.”)

In response to this paradox, many radical ideas have been placed on the table, but one of the most striking
and widely discussed has been that of Harlow and Hayden [13]. These authors (the first a string theorist,
the second a quantum information theorist) argued that one crucial ingredient for resolving the AMPS
paradox might be computational complexity. In particular, while the unitary transformation U that leads to
the paradox formally “exists,” Harlow and Hayden showed that applying U is a QSZK-hard computational
problem (where QSZK stands for Quantum Statistical Zero Knowledge). Under widely-believed conjectures
in quantum complexity theory, this suggests that applying U , for a solar-mass black hole, would require
something like 210
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elementary quantum operations—by which time the black hole would have long ago
evaporated anyway. Subsequently, Aaronson [1] strengthened the argument, to show that applying U is
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at least as hard as inverting one-way functions. Of course, these arguments don’t provide an alternative
account of the black-hole interior that evades the paradox. But they could plausibly supplement such an
account, by explaining how the account can make the same predictions as conventional general relativity
and quantum field theory for all “reasonable” observers (which here would mean restricted to sub-Planckian
energies and to polynomial time).

Needless to say, Harlow and Hayden couldn’t have even contemplated such a remarkable connection,
had decades of work in the foundations of cryptography not provided them with tools like quantum and
classical statistical zero-knowledge proof systems, or evidence that SZK problems are hard even for quantum
computers. Yet the classical TCS researchers who first defined and studied statistical zero-knowledge would
surely have laughed, had someone told them that that concept would one day play an important role in
debates between theoretical physicists about black holes.

Complexity, Bosons, and Fermions. Theoretical computer scientists in the 1980s might also have
laughed, had someone told them that, in 2013, experimental quantum optics researchers would give talks to
each other at quantum optics conferences that invoked concepts like the #P-completeness of the permanent
and the collapse of the polynomial hierarchy. Yet that’s now the case (see for example Dowling [10]).

It has long been recognized that the permanent and determinant, two functions of central importance in
theoretical computer science, also play a central role in quantum physics: namely, a transition amplitude for
n identical, noninteracting particles is given by either the permanent or the determinant of an n×n matrix,
depending on whether the particles are bosons or fermions. Yet it’s only relatively recently that anyone
thought to exploit this amazing connection, to say something new about bosonic and fermionic systems by
leveraging TCS’ deep understanding of the permanent and determinant. In 2002, along the way to inventing
his well-known “matchgate” formalism, Leslie Valiant [22] proved that systems of noninteracting fermions
can be simulated in classical polynomial time, and hence do not suffice for universal quantum computation.
(Interestingly, it took a pair of physicists, Terhal and DiVincenzo [19], to realize that Valiant was talking
about fermions at all!) While the details are non-obvious, Valiant’s simulation ultimately relies on the fact
that the determinant is easy to compute.

By contrast, Valiant [21] also famously showed in 1979 that the permanent is #P-complete. And in
2011, Aaronson and Arkhipov [2] leveraged that fact, to give a hardness result for simulating systems of
noninteracting bosons. Namely, they showed that this task is classically intractable (for sure, if we demand
an exact simulation, and under plausible conjectures, if we only want an approximate simulation), unless
P#P = BPPNP and the polynomial hierarchy collapses. What makes this subtle is that it’s not known
how to use noninteracting bosons to compute the permanent of a specific matrix (which is a #P-complete
problem)—or for that matter, to perform universal quantum (or classical) computation, or to do anything
else “useful.” Nevertheless, noninteracting bosons can do something that—for reasons indirectly stemming
from the #P-completeness of permanent—we can actually be more confident is classically hard than we are
that (say) factoring integers is classically hard.

Now, the above observations immediately suggest a physics experiment, in which n ≥ 3 identical single
photons (the more the better) would be generated, then sent through a “random” (but known) network
of beamsplitters and phaseshifters, and finally measured to detect the number of photons in each output
channel. Since photons are bosons, quantum mechanics predicts that the probability for each possible
combination of detector clicks should equal the (squared, rescaled) permanent of a suitable n×n matrix—in
which case, the results of [2] strongly suggest that the experiment should take exponential time to simulate
classically as n gets large. In particular, if n were (say) 30, then one would arguably have built the world’s
first “special-purpose quantum computer” for which we have strong formal evidence that it outperforms any
classical simulation of itself.

This year, the first optical experiments along the above lines were actually done [7, 18, 20, 9] (and
confirmed the quantum predictions), although so far with only 3-4 photons. Scaling up to larger photon
numbers is a major challenge, because of the difficulty of generating single photons deterministically, and of
getting them all to arrive at the detectors at the same time. Moreover, even if one could do this experiment
with (say) 1000 photons, it is unclear how one would ever verify the results using a classical computer!
Thus, it would be extremely interesting to prove conditional hardness results even in the presence of photon
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losses and other experimental imperfections; and also to find more applications of boson-sampling—hopefully
applications for which a classical computer can verify the answers (as with factoring and other cryptographic
problems). It would also be interesting to find other physical systems, besides noninteracting photons, for
which one can give analogous arguments for computational hardness, even if those systems likewise fall short
of universal quantum computation. There’s no doubt that such advances will require further results and
insights from classical TCS, as all the previous advances in this subject did.

Einstein-Certified Randomness, and Classical Command of Quantum Systems. In a com-
pletely different vein, over the last few years TCS insights have revolutionized our understanding of the
famous Bell inequality—and more broadly, of the capacity of a “classical skeptic” to understand and control
entangled quantum systems. Notably, besides being important for the foundations of quantum mechanics,
the recent advances have immediate applications to quantum cryptography and quantum random-number
generation—and (unlike, say, quantum computing) these applications could be realized using existing tech-
nology within 5-10 years.

In this case, the first steps came from physicists. Since the mid-1960s, the Bell inequality has stood as
a triumph of careful thinking about quantum mechanics—and as an early, ahead-of-its-time example of a
strategic, “game” approach to physics that quantum computing and information would later make standard,
borrowing heavily from TCS. Now, several years ago Colbeck [8] and Pironio et al. [16] noticed that, if we
look at the Bell inequality in a slightly different way, it says the following:

Suppose two separated parties, Alice and Bob, perform certain measurements on the entangled
state (|00〉+ |11〉) /

√
2. Then unless Nature resorted to a “nonlocal, faster-than-light conspiracy”

to muck things up, the outcomes of their measurements must involve “fresh random bits,” which
neither Alice nor Bob knew at the beginning.

Crucially, here the conclusion of “fresh random bits” doesn’t presuppose anything about the correct
functioning of Alice and Bob’s measuring devices—or even about the truth or completeness of quantum
mechanics itself! Instead, the only assumptions are that

(a) Alice and Bob did such-and-such an experiment and got such-and-such a result (namely, the result
quantum mechanics predicts and one does in fact get when the experiment is done), and

(b) faster-than-light communication is impossible.

Thus, while quantum effects have long been used for generating high-quality random numbers, the Bell
inequality raises the prospect of something better: what Vazirani has dubbed “Einstein-certified random
numbers.” These are numbers that would be guaranteed to be physically unpredictable, assuming only
that they were generated by two causally-separated devices and that they passed certain statistical tests.
It wouldn’t matter if a malicious adversary had tampered with the devices—or even if, like Einstein, one
doubted that “God plays dice,” and believed in hidden variables underlying quantum mechanics. The
applications to cryptography and secure e-commerce of such strong random-number generation are obvious.
(Note that, when cryptosystems have been compromised in the past, it has often been by exploiting subtle
regularities in the allegedly random or pseudorandom numbers used to generate keys.)

Unfortunately, there was a problem: to perform a Bell experiment, one also needs random numbers as
input. And at least initially, it was not obvious whether one can get more random bits out of the protocol
than one needs to put in. Last year, though, Vazirani and Vidick [23] used TCS ideas, such as extractors and
min-entropy, to give a protocol that provably achieves exponential randomness expansion. That is, Alice
and Bob get n nearly-random bits out, having put only O (log n) random bits in. Subsequently, the ideas
at play here have blossomed into a field called “fully device-independent quantum cryptography”: basically,
using quantum mechanics to achieve various cryptographic goals even when you have no trust in the design
of your laboratory devices. The trick, broadly speaking, is to demand that widely-separated devices violate
the Bell inequality (something that’s empirically measurable), and then to exploit the presumed fact that
they did so—together with the assumption of no superluminal signalling—to gain some understanding of
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what must be happening in the devices at the quantum level, even though (by assumption) you have no
direct knowledge of their internals.

One striking result along these lines came from later work of Vazirani and Vidick [24], who showed how
to perform fully device-independent quantum key distribution: that is, QKD that lets Alice and Bob either
exchange a secure key or know that their line is insecure, even if the eavesdropper, Eve, has complete control
over Alice and Bob’s laboratory equipment. Another, equally-striking result came from Reichardt, Unger,
and Vazirani [17] (building on earlier work of Broadbent, Fitzsimons, and Kashefi [6]), who showed how
a classical skeptic can force two remote but entangled quantum-computer servers to perform an arbitrary
quantum computation of the skeptic’s choice, in a “blind” and “authenticated” way. Or in other words,
the skeptic will be information-theoretically certain that the quantum computation was performed correctly,
unless the servers “cheated” by communicating with each other. Meanwhile, the servers will learn nothing
whatsoever about which quantum computation they performed, besides an upper bound on its length.

As we said, the Vazirani-Vidick approaches to QKD and random-number generation “merely” require
Bell inequality violation: something that current commercial QKD devices and quantum random-number
generators do not provide, but that’s routinely achievable using today’s technology. As such, we under-
stand that physicists at NIST are currently working on the first experimental demonstrations of these fully
device-independent protocols. More broadly, these TCS-led developments have transformed our view of
Bell inequality violation itself: from a contrived task used to prove a metaphysical point about quantum
mechanics, to a practical workhorse for verifying the behavior of quantum devices.

Concluding Thoughts. There are many other areas where TCS insights are impacting quantum
mechanics, which we omitted for lack of space. Most notably, work toward a Quantum PCP Theorem [3]—
something, of course, that no one would have even conjectured, if not for the classical PCP Theorem—has
been opening new vistas in the study of exotic condensed-matter systems and topological phases (see, for
example, Freedman and Hastings [12]). Also, Matt Hastings’ breakthrough proof [14] of the 1D area law in
condensed-matter physics inspired computer scientists to apply TCS ideas to the further exploration of area
laws (see, for example, Arad, Landau, and Vazirani [5]).

It is often claimed that there are “no new quantum algorithms lately”: that the basic quantum algorithms,
including Shor’s, Grover’s, and even the quantum adiabatic algorithm, were already in place in the 1990s.
And indeed, the applications of quantum computing really do seem more specialized than the most optimistic
proponents might have wanted. However, we’d argue that, when it comes to a different promise of quantum
computing research—that of applying TCS insights to deepen our understanding of quantum mechanics
itself—the original hopes have if anything been exceeded. Above, we gave three examples of places where
TCS research—even “classical” work, with no quantum computing in mind—led to new insights about
quantum physics that no one expected even five years ago. It seems safe to predict that there will be more
such spinoffs in the coming decade.
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